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Abstract—The role mining problem has received considerable attention recently. Among the many solutions proposed, the Boolean

matrix decomposition (BMD) formulation has stood out, which essentially discovers roles by decomposing the binary matrix

representing user-to-permission assignment (UPA) into two matrices—user-to-role assignment (UA) and permission-to-role

assignment (PA). However, supporting certain embedded constraints, such as separation of duty (SoD) and exceptions, is critical to

the role mining process. Otherwise, the mined roles may not capture the inherent constraints of the access control policies of the

organization. None of the previously proposed role mining solutions, including BMD, take into account these underlying constraints

while mining. In this paper, we extend the BMD so that it reflects such embedded constraints by proposing to allow negative

permissions in roles or negative role assignments for users. Specifically, by allowing negative permissions in roles, we are often able to

use less roles to reconstruct the same given user-permission assignments. Moreover, from the resultant roles we can discover

underlying constraints such as separation of duty constraints. This feature is not supported by any existing role mining approaches.

Hence, we call the role mining problem with negative authorizations the constraint-aware role mining problem (CRM). We also explore

other interesting variants of the CRM, which may occur in real situations. To enable CRM and its variants, we propose a novel

approach, extended Boolean matrix decomposition (EBMD), which addresses the ineffectiveness of BMD in its ability of capturing

underlying constraints. We analyze the computational complexity for each of CRM variants and present heuristics for problems that are

proven to be NP-hard.

Index Terms—RBAC, constraint-aware role mining, EBMD.

Ç

1 INTRODUCTION

ROLE-BASED access control (RBAC) has proven to be a very
successful model for access control. Its flexibility and

cost efficiency have resulted in it being widely adopted by
current commercial systems. Indeed, it has been the model
of choice for migration in the case of enterprises still
employing traditional access control schemes. However, for
such enterprises, the first and indeed the most crucial
step is to design a good set of roles and assign them
appropriately to each user. This process of designing roles
is called role engineering [7]. While top-down techniques
have been proposed for role engineering, for large-scale
enterprises with more than thousands of users and
permissions, bottom-up role extraction, called role mining,
which mines roles purely from the existing user-to-
permission assignment (UPA), may be more effective.

However, most of the existing role mining approaches
only strive to find roles to best reconstitute existing user-to-
permission assignments without worrying about the policy
implications. They ignore the fact that the RBAC policy that

best suits the business needs of an organization, may
incorporate some constraints such as separation of duty or
exceptions, which are usually supported in practice. In such
cases, a robust role mining approach should be able to take
the existing constraints into account within the role
mining process. By doing so, the mined role set can well
reconstitute the existing user-to-permission assignments
and also reflect the real needs of an organization. To achieve
this goal, in this paper, we propose a novel constraint-aware
role mining (CRM) approach, which would enable discovery
of roles along with the underlying constraints. To under-
stand the intuition behind our approach, we first examine
the exceptions and separation of duty constraints that
typically may occur in organizations.

Exceptions. Exceptions are inherent to any real-world
access control policy that uses some notion of abstraction in
the authorization. Since role-based access control is the de
facto access control model used in industry today, we restrict
our attention to it. Suppose the RBAC policy states that any
user with the role “manager” is allowed to access the file
“project A.” However, assume there exists an exception to
this policy stating that all users except John (who can play the
role of the manager) is not allowed to access “project A” due
to certain conflict of interest requirements. Such exceptions
are quite common to real-world policies. Under a typical
RBAC policy, this is supported through a negative author-
ization as it does not make sense to create a new role
specifically to John alone. It is important to realize that
supporting negative authorizations sometimes may result in
conflicting authorizations (in this case due to permission
inheritance through role hierarchy). These can be handled by
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implementing conflict resolution policies (in this example,
negatives take precedence). Assume other users assigned to
“manager” are Alice, Bob, Cathy, Dave, and Eve, and the
permission to access “project A” is p, the correspondingUPA
of this example would be as shown in Fig. 1. Traditional role
mining approaches attempt to mine roles that have the same
permission sets. In this case, two roles will be mined, first
comprising of Alice, Bob, Cathy, Dave, and Eve, and the
second with John alone. Our proposed role mining approach
in this paper attempts to capture the underlying rules of such
exceptions and eliminates mining of such incorrect role sets.
Note that similar exceptions can be found with other
abstractions of authorizations. An example of such a policy
would be “John is allowed to access all project reports except
the report of project A.” Our approach can elegantly handle
exceptions of these kinds as well.

Separation of duty constraints. SoD constraints are an
integral part of RBAC, as stated in the definition of RBAC2

[25]. These help to limit exploitation of privileges and limit
fraud. Consider the following toy example. Assume the
following four permissions of a company: “Purchasing,”
“Auditing,” “Marketing,” and “Sales.” A person can
assume multiple permissions. Suppose that the same
person is in charge of purchasing and sales. Hence, these
two permissions are grouped together as a role, which can
be represented by a Boolean vector as f1; 0; 0; 1gT . To
prevent fraud, the company has a policy stating that a
person cannot assume both “Purchasing” and “Auditing”
permissions. Simply representing a role as a Boolean vector
cannot reflect this constraint. Even though the “auditing”
permission is not included in f1; 0; 0; 1gT , a person who has
been assigned this role, can obtain the “Auditing” permis-
sion by acquiring other roles, which is perfectly valid in the
BMD model. We, however, would like to recognize such
constraints as part of the mining process itself.

To address this ineffectiveness of the BMD model in
capturing underlying rules, we propose introducing nega-
tive permissions or negative user-to-role assignment, which can
cleverly resolve both of the above issues.

As distinct from regular permissions, negative permis-
sions mean that once a permission is assigned to a user
negatively, this user can never exercise that permission.
Thus, negative permissions have higher priority than
positive permissions. Indeed, if the user is already assigned
the permission positively through another role or even
through the hierarchy, this assignment is automatically
revoked. If the user is assigned the permission positively in
the future, it still does not become effective. Thus, negative
permissions yield a great power and can effectively model
both SoD constraints and exceptions.

SoD constraints can be modeled through introducing
negative permissions in roles. Consider again the “Purchas-
ing” and “Auditing” example. To enforce the SoD con-
straint on them, for any role containing one of them, we

add the negative permission of the other. Hence, the role of
f1; 0; 0; 1gT is changed to f1;�1; 0; 1gT , where the cell of �1
denotes the negative “Auditing” permission. As a result
any employee assuming that role can never have the
“Auditing” permission, unless the role assignment is
revoked. We denote such roles, allowing negative permis-
sions, as rich roles.

Exceptions can be modeled through introducing negative
user-to-role assignments. Negative user-to-role assignments
mean that if a role is assigned to a user, the user cannot have
access to any permission of that role. The negative user-to-
role assignment is superior to the positive (or regular) user-
to-role assignment. Revisiting the “Manager” example of
John. To forbid him from accessing “project A,” we only need
to assign the “manager” role negatively to him. We call such
user-to-role assignments, which include both positive and
negative assignments, as rich role assignments.

We observe that in addition to increasing administration
flexibility, negative authorizations can help discover under-
lying existing user-to-permission assignments during the
role mining process. Consider the example of existing user-
to-permission assignments UPA as shown in Fig. 2, where
fu1; u2; u3; u4g denote users and fp1; p2; p3; p4g denote
permissions.

One optimal solution of the conventional role mining
problem, minimizing required roles, is as shown in Fig. 3,
where fr1; r2; r3g denote roles. The first Boolean matrix
gives user-to-role assignments UA and the second Boolean
matrix represents permission-role assignments PA.

If we allow negative permissions in roles, a role ri would
consist of two parts, positive permissions Pþi and negative
permissions P�i . Hence, a role can be represented as a
vector in f�1; 0; 1g. For example, a vector ð�1; 0; 1ÞT
denotes a role with the negative authorization for the first
permission and the positive authorization for the third
permission. Assigning ri to a user means that the user can
never have any permission of P�i unless ri is revoked and
the user can have a permission of Pþi if he is not assigned
any role consisting of its negation.

Now, let us do the same thing as the conventional role
mining problem, minimizing the number of required roles.
The only difference is that negative permissions are allowed
this time. As we expect it to discover underlying con-
straints, we call it the constraint-aware role mining problem.
For the same user-to-permission assignments as above, the
resultant optimal solution is as shown in Fig. 4.

The first impression on the result is that with negative
authorization for permissions we need only two roles to
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Fig. 1. UPA of the example above.

Fig. 2. Existing user-to-permission assignments UPA.

Fig. 3. Conventional role mining.



reconstruct the same existing user-to-permission assign-
ments. Further, by taking a close look, you can find more
information. First, r2 : f0; 1;�1; 1g shows that if r2 is
assigned to a user, he can never have the privilege of p3.
It implies that p3 might be exclusive from p2 and p4. Second,
r1 : f1; 0; 1; 1g shows that p2 and p4 can be existent in one
role. It leaves one plausible explanation that there is a
separation of duty constraint on p2 and p3. So, the real fact
might be there are indeed only two roles in the system,
r1 : f1; 0; 1; 1g and r2 : f0; 1; 0; 1g. The reason that u3 does
not get p3 even though he is assigned r2, is the separation of
duty constraint on p2 and p3. However, the conventional
role mining approach is not able to discover such under-
lying rules. Compared to the result in Fig. 3, the result in
Fig. 4 seems more plausible.

This toy example demonstrates the ability of negative
authorization on discovering underlying constraints. To
perform constraint-aware role mining, we propose introdu-
cing a new approach, extended Boolean matrix decomposi-
tion (EBMD). As its name indicates, EBMD is an extended
version of BMD, which allows �1 in one of the decomposed
matrices. Thus, EBMD is to decompose a Boolean matrix
into one Boolean matrix and one matrix in f�1; 0; 1g.

From the technical perspective, constraint-aware role
mining is like finding a good EBMD solution of the Boolean
matrix corresponding to given user-to-permission assign-
ments. However, it is more complicated than that. The
particular role mining context has to be incorporated in the
matrix decomposition process. In Section 3, we will present
some variants of constraint-aware role mining and illustrate
their real implications.

Note that although negative authorizations are not stated
in the NIST standard for RBAC [9], negative authorizations
are integral part of many access control systems. Negative
authorizations have been actively studied in the RBAC
literature as an effective means to implement SoD con-
straints and exceptions since the introduction of RBAC.
Important work in this direction includes [1], [2], [3], [14].
Quoted from the work of Bertino et al. [3], introducing
negative authorizations has many advantages: It enables a
temporary suspension of a permission from a user without
having to revoke it (revoking a permission sometimes may
have a cascading effect), allows exceptions to be specified,
and prevents a user from being able to exercise a privilege.

The main contribution of this paper is threefold. First, we
identify the limitation that current role mining approaches
are not able to reflect embedded RBAC constraints such as
separation of duty or exceptions. Second, to address
the limitation, we propose a novel approach, constraint-
aware role mining, which takes the constraints into account
while performing role mining. Third, to perform constraint-
aware role mining, we model it as an EBMD problem. An
additional benefit of EBMD is that it may result in a concise
representation of roles. The computational complexity of

the EBMD problem and its variants is carefully studied.
Efficient and effective algorithms are proposed to solve
those problems and extensive experiments on both syn-
thetic and real data sets are conducted to evaluate the
effectiveness of our constraint-aware role mining approach.

2 EXTENDED BOOLEAN MATRIX DECOMPOSITION

In this section, we will introduce a novel matrix decom-
position method EBMD. To help better understand the
function of EBMD, we will first briefly introduce Boolean
matrix multiplication and Boolean matrix decomposition.

Definition 1 (Boolean matrix multiplication). A Boolean
matrix multiplication between Boolean matrices B 2
f0; 1gm�k and C 2 f0; 1gk�n is B� C ¼ A where A is in
space f0; 1gm�n and

aij ¼
_k
l¼1

ðbil ^ cljÞ:

Definition 2 (Boolean matrix decomposition). If
A ¼ B� C, where A, B, and C are Boolean matrices, B�
C is called a decomposition of A.

BMD is a data analytic method for binary data. It is essential
to discover a set of discrete concepts and use them to
describe each observed Boolean record as a union of some
discrete concepts. The key advantage of BMD is to provide
much interpretability to decomposition solutions.

Look at the binary matrix in Fig. 2 again. Its conventional
role mining solution in Fig. 3 can be represented in the BMD
form as below

1 0 1 1
1 0 1 1
1 1 0 1
0 1 0 1

0
BB@

1
CCA ¼

1 0 1
1 0 1
1 1 0
0 1 0

0
BB@

1
CCA�

1 0 0 1
0 1 0 1
0 0 1 0

0
@

1
A:

BMD does provide much interpretability to matrix
decomposition solutions. However, it is only able to
represent the set union operation. In reality, some data
scenarios require the representation of the set difference
operation as well. For example, in the access control setting,
a role could be negatively assigned to a user, such that any
permissions belonging to the role can never be assigned to
the user. The advantage of negative assignments has been
illustrated in the introduction.

To enable BMD to capture the set difference operation,
we introduce a new concept extended Boolean matrix
decomposition also called EBMD, which allows �1 in the
combination matrix and uses it to represent the set
difference operation.

To illustrate, see the following example:

1 1 1 0
0 0 1 1
1 1 0 0
0 1 1 1

0
BB@

1
CCA ¼

1 0
0 1
1 �1
1 1

0
BB@

1
CCA� 1 1 1 0

0 0 1 1

� �
:

In the matrix on the left side of the equation, each row is a
record, each column is an attribute and an element of
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1 shows the corresponding record contains the correspond-
ing attribute. With introducing elements of �1 (the set
difference operations) in the combination matrix (the first
decomposed matrix), we only need two concepts to
describe those three records. As a result, the third record,
(1 1 0 0), is represented by concept 1, (1 1 1 0), excluding
concept 2, (0 0 1 1).

As illustrated, EBMD is to able to describe a set of
observed records with a small set of concepts, such that
each record can be represented as inclusion of one subset of
concepts with exclusion of another subset of concepts. If a
record includes one concept, that record should contain all
elements of that concept; if a record excludes one concept,
that record should not contain any element of that record.
As is natural in set operations, exclusion overrides inclu-
sion. In other words, if a record excludes one concept, any
element in that concept is not included in the reconstructed
record, even if it is present in any other concept that is
included in that record.

The essential task of EBMD is to find a set of concepts
and the way of reconstructing the input Boolean matrix
with those concepts. Similar to BMD, a concept is
represented by a Boolean vector. In BMD, the combinations
are represented by a Boolean matrix, where an element of 1
for a record denotes that the corresponding concept is
included, otherwise not. To reflect the set difference
operation, we introduce elements of �1. So, an EBMD
solution of a Boolean matrix Am�n is in a form of
fBm�k; Ck�ng, where the concept matrix C is a Boolean
matrix and the combination matrix B is in f�1; 0; 1g where
bij ¼ 1 denotes the jth record includes the ith concept and
bij ¼ �1 denotes the jth record excludes the ith concept. In
contrast to BMD, we denote EBMD as A ¼ B� C. The
following is the formal set-theoretic EMBD definition:

Definition 3 (EBMD). fB 2 f�1; 0; 1g; C 2 f0; 1gg is called
an EBMD solution of A 2 f0; 1g, denoted by A ¼ B� C, if
Ai ¼ [bij¼1Cj n [bij¼�1Cj, where Ai denotes the item subset
corresponding to elements of 1 in the jth row of A and Cj
denotes similarly.

Although the definition of EBMD is intuitive, the �
operator cannot be directly executed as the � operator of
BMD. So, we give the following definition of the � operator
based on logic arithmetic.

Definition 4 (� operator). The � operator operates over a
matrix Bm�k 2 f�1; 0; 1gm�k and a matrix Ck�n 2 f0; 1gk�n.
If Am�n ¼ Bn�k � Ck�n, we have

aij¼1 if ð9t1Þðci;t1 ¼ 1 AND bt1;j ¼ 1Þ
AND ð:9t2Þðci;t2 ¼ 1 AND bt2;j ¼ �1Þ

aij¼0 if ð:9t1Þ ðci;t1 ¼ 1 AND bt1;j ¼ 1Þ
OR ð9t2Þ ðci;t2 ¼ 1 AND bt2;j ¼ �1Þ;

8>><
>>:
where i 2 ½1;m� and j 2 ½1; n�.

Note that � and � operators are equivalent when all
entries in B are in f0; 1g. The EBMD operator has the
commutative property described as follows:

Property 1 (Commutativity).

ðBm�k � Ck�nÞT ¼ CT
k�n �BT

m�k:

The commutativity implies that if A ¼ C �B where C 2
f�1; 0; 1g and B 2 f0; 1g, we have AT ¼ BT � CT as well.
So, EBMD essentially decomposes one Boolean matrix into
one Boolean matrix and one matrix in f�1; 0; 1g. The order
of these two decomposed matrices does not matter.

Such a commutative property of EBMD well suites the
needs of constraint-aware role mining. Look at the previous
example. Negative elements appear in the first decomposed
matrix which is at the position of the user-to-role assign-
ment matrix. Those negative elements then represent
negative role assignments.

Consider the Fig. 4 illustrated in Section 1, in which r2

contains a negative permission assignment. Such a con-
straint-aware role mining result can be represented by the
following EBMD solution with negative elements appearing
in the second decomposed matrix

1 0 1 1
1 0 1 1
1 1 0 1
0 1 1 1

0
BB@

1
CCA ¼

1 0
1 0
1 1
0 1

0
BB@

1
CCA� 1 0 1 1

0 1 �1 1

� �
:

3 PROBLEMS

In this section, we formulate the problems of discovering a
good role set along with its potentially embedded constraints.

As we have illustrated, negative authorizations can help
identify embedded constraints and discover a succinct role-
based access control system. Negative authorizations can be
negative permissions in a role or negative role assignments.
However, it does not make sense to have both in a system as
it would be difficult to interpret a negative assignment of a
role that includes a negative permission. So, in this paper,
we limit negative authorizations to be only one kind, either
negative role assignments or negative permissions.

We call roles and role assignments with negative author-
izations as rich roles and rich role assignments, respectively.

Definition 5 (Rich role). A rich role ri is a role consisting of
positive permissions Pþi and negative permissions P�i .

Definition 6 (Rich role assignment). A rich role assignment
ci consists of positive role assignments Rþi and negative role
assignments R�i .

A permission can be assigned to a user both positively
and negatively. To resolve such a conflict, we require that a
negative permission assignment always overrides a positive
permission assignment. In other words, if a permission pi is
negatively assigned to a user, the user can never have that
permission, unless the negative assignment of the permis-
sion pi is revoked.

3.1 Primary Problems

The goal of role mining is to discover a good set of roles to
meet the needs of an organization. The goodness of a set of
roles is usually evaluated by the number of roles and its
resultant assignment errors. So, we formulate the con-
straint-aware role mining problem.

Problem 1 (Constraint-aware role mining). Given existing
user-to-permission assignments UPAm�n and a positive
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number k, discover a set of rich roles (or regular roles) UAm�k
and identify the corresponding regular role assignments (or
rich role assignments) PAk�n, which minimize the reconstruc-
tion errors.

Note that in the above definition either rich roles or rich
role assignments exist, not both. In other words, either UA
or PA is allowed to contain negative elements. So, the CRM
is equivalent to finding an EBMD solution fUA;PAg of the
Boolean matrix UPA. Mathematically, the CRM can be
described as the following optimization problem:

minimizekUPAm�n � UAm�k � PAk�nk1: ð1Þ

k:k1 norm is used to calculate the dissimilarity between two
matrices, defined as kXm�nk1 ¼

Pm
i¼1

Pn
j¼1 jxijj.

If one believes that exception constraints are embedded
in the given permission-based access control policy and
should be reflected in the RBAC policy to be implemented,
then user-to-permission assignments UA are allowed to
have negative authorizations. In other words, the RBAC
policy to be implemented will use rich role assignments to
realize the exception constraints. If one believes that SoD
constraints are embedded and should be reflected, rich
roles, which include negative permissions in roles, will be
employed in the RBAC policy to enforce those SoD
constraints. From the EBMD perspective, those two cases
are the same, as both of them decompose a binary matrix
into one binary matrix and one matrix in f�1; 0; 1g.

When UA� PA approximates UPA, there might be two
types of reconstruction errors, over assignments and under
assignments. In the under assignment case, the user can
always call help desk to correct errors. However, over
assignments may cause serious security problems, because
users may misuse assignments that are not supposed to be
granted. So, some organizations may forbid over assign-
ment errors in the RBAC implementation phase. Due to the
importance of over assignment errors, we propose and
study the conservative CRM.

Problem 2 (Conservative CRM). Same as the CRM, except
that no over assignment errors are allowed.

From the optimization perspective, the conservative
CRM can be described as the following:

minimize kUPAm�n � UAm�k � PAk�nk1

s:t: ðUA� PAÞij ¼ 0 if UPAij ¼ 0:
ð2Þ

3.2 Subproblems

The CRM and its conservative version need to determine
two variable matrices UA and PA. It is difficult to determine
two variable matrices at the same time, while it is relatively
easier to determine one of them with the other one being
fixed. Inspired from this observation, we propose an
alternating minimization algorithm for the two problems.

Alternating minimization is one of the most important
heuristics. It has been widely and successfully used to solve
hard problems occurring in data analysis, including the
k-means algorithm [15] in clustering and the iterative
closest pair algorithm [4] in model registration.

Here, we give a brief introduction to the alternating
minimization algorithm. Consider a minimization problem

of minfðp; qÞ, where p and q are two disjoint groups of
variables. Suppose that it is difficult to solve minfðp; qÞ in
whole, while it is relatively easier to solve minfðp; qÞ with
either p or q being fixed. Alternating minimization is to start
from an initial solution of p and q and then repeat a two-
step procedure: 1) minimizing fðp; qÞwith p being fixed and
updating q to the optimal solution; 2) minimizing fðp; qÞ
with q being fixed and then updating p to the optimal
solution, until some termination condition is met. Note that
alternating minimization is a heuristic and does not
guarantee a global optimum. Only a portion of feasible
solutions is usually traversed and a local optimum
returned. Therefore, the performance of alternating mini-
mization is affected by the initial solution choice, which will
be studied in Section 6.

The sketch of the alternating minimization algorithm for
the CRM is stated in Algorithm 1.

Algorithm 1. Sketch of Alternating Minimization for the

CRM

1: Input: A 2 f0; 1gm�n
2: Output: B 2 f�1; 0; 1gm�k and C 2 f0; 1gk�n
3: Define an initial value of fB0; C0g;
4: Bcurr ¼ B0, Ccurr ¼ C0;

5: Bnext ¼ arg minBkA�B� Ccurrk1

6: Cnext ¼ arg minCkA�Bcurr � Ck1

7: while ðBcurr! ¼ BnextÞkðCcurr ! ¼ CnextÞ do

8: Bcurr ¼ Bnext, Ccurr ¼ Cnext;

9: Bnext ¼ arg minBkA�B� Ccurrk1

10: Cnext ¼ arg minCkA�Bcurr � Ck1

11: end while

Each iteration of the algorithm is a two-step procedure. It
leads to two subprograms. One is given the binary
decomposed matrix to find the other decomposed matrix
in (�1, 0, 1). The other one is the opposite. We call these two
subproblems partial CRM I and partial CRM II. In the
language of EBMD, they can be described as follows:

Problem 3 (Partial CRM I). Given A 2 f0; 1gm�n and
C 2 f0; 1gk�n, find B 2 f�1; 0; 1gm�k minimizing kA �
B� Ck1.

Problem 4 (Partial CRM II). Given A 2 f0; 1gm�n and
B 2 f�1; 0; 1gm�k, find C 2 f0; 1gk�n minimizing kA �
B� Ck1.

Apart from being the CRM’s subproblems, they can also
arise on their own in the RBAC setting. As for the partial
CRM I, one realistic scenario is that: when regular roles (the
decomposed binary matrix C) are given, the system
administrator may want to reduce administrative work by
employing rich role assignments (the other decomposed
matrix B in {�1, 0, 1}) so that fewer role assignments are
required. As for the partial CRM II, consider this case.
Suppose that SoD polices have been enforced in an
organization and the reflective rich roles (the decomposed
matrix B in {�1,0,1}) are given. The system administrator
needs to determine appropriate role assignments (the binary
decomposed matrix C) so that each user gets necessary
permissions.

An alternating minimization algorithm for the conserva-
tive CRM can be obtained by modifying Algorithm 1 such
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that no over assignment errors are allowed at any step of
the algorithm. The requirement can be achieved by adding a
constraint of ðUA� PAÞij ¼ 0; if UPAij ¼ 0 to each sub-
problem occurring in the algorithm. As a result, the added
constraint generates two new subproblems. We call them
the conservative partial CRM I and the conservative partial
CRM II. They are stated as the follows:

Problem 5 (Conservative partial CRM I). Same as the partial
CRM I, except that no over assignment errors are allowed.

Problem 6 (Conservative partial CRM II). Same as the partial
CRM II, except that no over assignment errors are allowed.

To facilitate the understanding of those CRM variants,
we compare them in Table 1. Due to their structure, the
effectiveness of the alternating minimization algorithms
largely depends on the effectiveness of the algorithms for
their subproblems. Therefore, the remaining paper focuses
on those subproblems.

4 COMPUTATIONAL COMPLEXITY ANALYSIS

In this section, we will study NP-hardness of the partial
CRM I, the conservative partial CRM I, the partial CRM II,
and the conservative CRM II. We start by looking at the
partial CRM I. Its decision version problem is NP-complete,
which can be proven by a reduction to a known NP-
complete problem, the decision BU problem [20].

Problem 7 (Decision BU). Given binary matrices Am�n and
Ck�n and a nonnegative integer t, is there a binary matrixBm�k
such that kA�B� Ck1 � t?

Theorem 1. The decision partial CRM I is NP-complete.

Proof. An instance of the decision partial CRM I is a triplet
of fA 2 f0; 1gm�n; C 2 f0; 1gk�n; tg, where t is a positive
integer. Give a matrix B 2 f�1; 0; 1gm�k, we can deter-
mine if kA�B� Ck1 � t is true in a time linearly
proportional to the size of the input data. So, the decision
partial CRM I belongs to NP.

For every decision BU instance of fA0m�n; C0k�n; t0g, we
can construct an equivalent decision partial CRM I
instance of fA;C; tg as follows: 1) A is a m� ðnþ 2t0Þ
binary matrix where the first 2t0 columns containing all
1’s and the remaining n columns are A0; 2) C is a k�
ðnþ 2t0Þ binary matrix where the first 2t0 columns
contain all 1’s and the remaining n columns are C0, and
3) t is equal to t0.

If the ði; jÞ cell of B is �1, the first 2t0 elements at the
ith row of ðB� CÞ must be 0’s, which makes kA�B �
Ck1 � 2t0. So, in order for the constructed decision partial

CRM I instance to be true, the elements of B can only be 0
or 1. Therefore, the decision BU instance is equivalent to
the constructed partial CRM I instance. tu

Before studying the conservative partial CRM I, we
introduce a known NP-hard problem, the red-blue set cover
problem (RBSC) [5].

Problem 8 (RBSC). Given a finite set of red elements R and a
finite set of blue elements B and a family S ¼ fS1; . . . ; Sng 2
2R[B, find a subfamily C 2 S, the union of which covers all blue
elements and the minimum possible number of red elements.

The conservative partial CRM I is equivalent to a special
variant of the RBSC, which we call extended RBSC I. Details
on their mapping are provided in the next section. So, for
convenience, instead of studying the conservative partial
CRM I, we consider the extended RBSC I.

Problem 9 (Extended RBSC I). Given a collection C of subsets of
red-blue elements fB [Rg, find two subcollections C1 and C2

such that ð[C1Þnð[C2Þ maximizes #(covered blue elements),
while no red elements are covered.

Theorem 2. The decision extended RBSC I is NP-complete.

Proof. A decision extended RBSC I instance is fR;B;S; tg.
Given a solution of fC1; C2g, we can determine if it is true
in a polynomial time. So, the problem belongs to NP.

For any decision RBSC instance fR;B;S; tg, we can
create an equivalent decision extended RBSC I instance
fR0; B0;S0; t0g, such that

. for each blue element bluei in B, create a
corresponding red element red0i and include it in
R0. Hence, jBj ¼ jR0j.

. For each red element redi in R, create a corre-
sponding blue element blue0i and include it in B0.

. In addition, we create k more blue elements,
fblue0jRjþ1; . . . ; blue0jRjþkg, where k	 jRj þ jBj.

. For each si 2 S, create s0i, such that for each bluei
in si, include the corresponding red0i in s0i and for
each redi in si, include the corresponding blue0i in
s0i. Include s0i in S0.

. Create a subset of s0jSjþ1, such that it contains all
blue and red elements. In other words,
s0jSjþ1 ¼ R [B [ fblue0jRjþ1; . . . ; blue0jRjþkg.

. Let S0 ¼ fs01; . . . ; s0jSjg [ sjSjþ1.

. Let t0 ¼ t.
Because s0jSjþ1 contains k new blue elements, which do

not belong to any subset, and k	 jRj þ jBj, the optimal
solution should be that s0jSjþ1 excludes a subcollection of
fs01; . . . ; s0jSjg, the union of which covers all red elements

660 IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING, VOL. 9, NO. 5, SEPTEMBER/OCTOBER 2012

TABLE 1
Comparison on CRM Variants with the Same Objective of Minimizing kA�B� Ck1



and the minimum blue elements. As the blue elements inS0
correspond to the red elements inS and the red elements in
S0 correspond to the blue elements in S, so the decision
RBSC instance is true, if and only if the constructed
decision extended RBSC I instance is true. tu

The partial CRM II is NP-hard as well, which can be
proven from a reduction from the BU.

Theorem 3. The decision partial CRM II is NP-complete.

Proof. An instance of the decision partial CRM II is a triplet
of fA 2 f�1; 0; 1gm�n; B 2 f�1; 0; 1gm�k; tg. Given a solu-
tion C 2 f0; 1gk�n, it is easy to determine whether kA�
B� Ck1 � t is true. So, the decision partial CRM II
belongs to NP.

For every instance of the decision BU fA0; B0; t0g, we
can create an equivalent decision partial CRM II instance
fA;B; tg, such that A ¼ A0, B ¼ B0, and t ¼ t0. As B has
no negative elements, so B� C is the same as B� C.
Therefore, the constructed decision partial CRM II
instance is true if and only if the decision BU instance
is true. tu

Before we study the conservative partial CRM II, we
introduce a known NP-hard problem, Positive-Negative
Partial Set Cover (
PSC) [20] and its variant Equal 
PSC.

Problem 10 (
PSC ). Given disjoint sets P and N of positive
and negative elements, respectively, and a collection S of
subsets of P

S
N , find a subcollection C 2 S minimizing

jPnð[CjÞ þ jN \ ð[CjÞ.
Problem 11 (Equal 
PSC). Given disjoint sets P and N of

positive and negative elements, respectively, where jP j ¼ jN j,
and a collection S of subsets of P

S
N , find a subcollection

C 2 S minimizing jPnð[CÞj þ jN \ ð[CÞj.
Theorem 4. The decision equal 
PSC is NP-complete.

Proof. Equal 
PSC is a special case of 
PSC. Obviously, it
belongs to NP. Next, we will show that for every instance
of decision 
PSC, we can find a corresponding decision
equal 
PSC instance. Given a decision 
PSC instance as
fP;N;S; tg, we create a corresponding equal 
PSC
instance fP 0; N 0;S0; t0g such that

. if jP j < jNj

- Introduce jNj � jP j new positive elements,
fp0jP jþ1; . . . ; p0jNjg. Let
P 0 ¼ P [ fp0jP jþ1; . . . ; p0jNjg:

- Let N 0 ¼ N .
- For every subset si 2 S, create a subset s0i

such that s0i ¼ si [ fp0jP jþ1; . . . ; p0jNjg and in-

clude it in S0. So, S0 ¼ fs01; . . . ; s0jSjg.
- t0 ¼ t.

. else if jP j > jN j

- Introduce jP j � jN j new negative elements,
fn0jNjþ1; . . . ; n0jP jg. Let
N 0 ¼ N [ fn0jNjþ1; . . . ; n0jP jg:

- Let P 0 ¼ P .
- For every subset si 2 S, create a subset s0i

such that s0i ¼ si [ fn0jN jþ1; . . . ; n0jP jg and in-
clude it in S0. So, S0 ¼ fs01; . . . ; s0jSjg.

- t0 ¼ tþ ðjN j � jP jÞ.
. else

- P 0 ¼ P ; N 0 ¼ N ; S0 ¼ S; t0 ¼ t.
Consider the case of jP j < jNj. If the 
PSC instance,

fP;N;S; tg, is true, there exists a subcollection C 2 S
such that jPnð[CÞj þ jN \ ð[CÞj < t. We can find a
subcollection C0 2 S0 corresponding to C 2 S. As
fp0jP jþ1; . . . ; p0jNjg belong to any subset in C0, we have
jP 0nð[C0Þj ¼ jPnð[CÞj. It is obviously true that jN 0 \
ð[C0Þj ¼ jN \ ð[CÞj. So , we have jP 0nð[C0Þj þ jN 0 \
ð[C0Þj < t. In the other way, if the decision equal 
PSC
instance is true, the 
PSC instance must be true.

For jP j > jN j, as new negative elements fn0jNjþ1; . . . ;
n0jP jg are added for each subset, we have jN 0 \ ð[C0Þj ¼
jN \ ð[CÞ þ ðjN j � jP jÞj. It is true that fp0jP jþ1; . . . ; p0jNjg ¼
fpjP jþ1; . . . ; pjNjg. Hence, we have jPnð[CÞj þ jN \
ð[CÞj ¼ jPnð[CÞj þ jN \ ð[CÞj þ ðjN j � jP jÞ. Therefore,
the decision 
PSC instance is true if and only if the equal

PSC instance is true. tu

We will prove the decision conservative partial CRM II is
NP-complete by relating it to the decision equal 
PSC.

Theorem 5. The decision conservative partial CRM II is NP-
complete.

Proof. The conservative partial CRM II is given user-
permission assignments Am�n and rich roles B 2
f�1; 0; 1gm�k to determine role assignments C 2
f0; 1gk�n. Given a solution C, it is easy to determine if
kA� C �Bk1 � t is true,1 where t is a constant. So, the
decision conservative partial CRM II belongs to NP.

For any decision 
PSC instance fP;N;S; tg, we can
create an equivalent decision conservative partial CRM II
instance fA 2 f0; 1gm�n; B 2 f�1; 0; 1gm�k; t0g, such that

. Let m be 1 and n be jP j, the number of positive
elements.

. Let A be a single row with all elements being 1.

. For each subset si of S, create a rich role (a row) in
B, such that

- if si contains nj, Bði; jÞ ¼ �1.
- if si contains pj and excludes nj, Bði; jÞ ¼ 1.
- if sj has neither pj, nor nj, Bði; jÞ ¼ 0.

. Let t0 ¼ t.

We use an example to illustrate the instance construction.
Suppose a 
PSC instance is ffp1; p2; n1g; fp2; n2g;
fp1; n2gg with two positive elements and two negative
elements. Then, the corresponding conservative partial
CRM II instance is A ¼ ð1; 1Þ and

B ¼
�1 0

0 �1
1 �1

0
@

1
A:

Suppose a subset of rich roles are selected, which gives
role assignments C. Denote C to be the subcollection of S
in the 
PSC instance corresponding to the role assign-
ments C in the decision conservative partial CRM II
instance. Recall the definition of rich roles. If a user is
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assigned to a role with negative permission i, he can
never have that permission, even though he is assigned
to other roles containing positive permission i. So, kA�
C �Bk1 can be reformulated as the following:

jPermissionsj � ð#ðcovered positive permissionsÞ
�#ðcovered negative permissionsÞÞ
¼ jPermissionsj �#ðcovered positive permissionsÞ
þ#ðcovered negative permissionsÞ
¼ #ðuncovered positive permissionsÞ
þ#ðcovered negative permissionsÞ
¼ jPnð[CÞj þ jN \ ð[CÞj:

It shows that the equal
PSC instance is true if and only
if the constructed partial CRM II instance is true. tu

5 ALGORITHMS

In this section, we will provide heuristics for partial CRM I,
partial CRM II, and their conservative versions.

5.1 Partial CRM I

In the language of EBMD, the partial CRM I problem is
given a matrix A 2 f0; 1gm�n and a matrix C 2 f0; 1gk�n to
find the matrix B 2 f�1; 0; 1gm�k such that kA�B� Ck1 is
minimized. As kA�B� Ck1 ¼

P
i kAi �Bi � Ck1, where

Ai and Bi denote the ith row of A and B, respectively, a
partial CRM I problem can be divided into a set of
subproblems with each row of A as an input. So, without
loss of generality, we consider A to be a Boolean row vector.
Such a reduction allows us to describe the partial CRM I as
a variant of the RBSC problem as the following:

. Given a collection C of subsets of red-blue elements
fB [ Rg, find two subcollections C1 and C2 such that
ð[C1Þnð[C2Þ maximizes #ðcovered blue elementsÞ �
#ðcovered red elementsÞ.

To illustrate the mapping, consider the following partial
CRM I problem, where the variables fb1; b2; b3g need to be
determined

A : 1 1 0 1ð Þ

C :
1 0 0 1
0 1 1 0
0 0 1 0

0
@

1
A

B : fb1; b2; b3g

:

8>>><
>>>:

ð3Þ

Let each column of A correspond to a distinct red or blue
element. In particular, the columns at which the elements of
A are 1 correspond to blue elements and the other columns
correspond to red elements. Thus, in the example the first,
second, and fourth columns are mapped to blue elements
fblue1; blue2; blue3g, respectively, and the third column is
mapped to the red element fred1g, as illustrated in Fig. 5a.2

Consequently, the matrix C can be mapped to a collection C
of subsets of red-blue elements fB [ Rg, where B and R
denote the blue element set and the red element set,
respectively, such that {fblue1; blue3g, fblue2; red1g,fred1g},
as illustrated in Fig. 5b. Denote baskets from left to right in

Fig. 5b to be c1, c2, and c3, respectively. In the partial CRM I,
ðb1; b2; b3Þ are allowed to be �1, 0, or 1, where 1 corresponds
to the set union operation and �1 corresponds to the set
difference operation. Therefore, determining the optimal
values of ðb1; b2; b3Þ is equivalent to finding two subcollec-
tions C1 and C2 such that ð[C1Þnð[C2Þ maximizes
#ðcovered blue elementsÞ �#ðcovered red elementsÞ. It is
not difficult to see that the optimal solution in this toy
example is ðc1 [ c2Þnc3. Therefore, fb1; b2; b3g ¼ ð1; 1;�1Þ.

As proven in the previous section, the decision partial
CRM I problem is NP-complete. So, we propose a greedy
heuristic. We first divide the given subset collection C into
three groups fCB; CR; CB;Rg, where CB includes subsets
containing blue elements only, CR consists of red elements
only and the subsets in CB;R have both red and blue elements.
Obviously, including CB in C1 and CR in C2 does not introduce
any covering error. Since CR has been included in C2,
assigning any subset of C2, in which all contained red
elements belong to CR, to C1 does not introduce covering
error either. Next, we need to assign the remaining subsets of
CB;R to either C1 or C2. We will do it in an iterative fashion. At
each step, we select a subset c from the remaining CB;R and
put it in C1. The selection criterion is based on the following
function:

f1 ¼
#ðNewly Covered BlueÞ
#ðNewly Covered RedÞ : ð4Þ

The numerator part in the criterion function denotes the
number of newly covered blue elements when including a
new subset c, while the denominator part denotes the
number of newly covered red elements. We iteratively select
the subset with the greatest measure till all blue elements
are covered. The complete algorithm is as described in
Algorithm 2.

Algorithm 2. Partial CRM I

Input: A collection C of subsets of fB [ Rg.
Output: Two subcollections C1 and C2.

1: Divide C into fCB; CR; CB;Rg
2: Include CB in C1, and CR in C2;

3: Update CB;R by deleting elements contained in CB
and CR;

4: Set B0 ¼ [CB;R \ B and R0 ¼ �;

5: while The objective value can be further improved. do

6: Select the subset c 2 CB;R with the largest f1 value

and include it in C1;
7: Update B0 as B0nðc \ BÞ, and R0 as R0 [ ðc \RÞ.
8: end while

Notice that at the beginning of Algorithm 2, the whole
CR is included in C2. The purpose of doing it is to allow as
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many subsets in CB;R to be included as possible. However,
at the end of the algorithm, some baskets in CR may not be
utilized at all. In other words, these baskets do not
differentiate any red elements included in C1. So, from the
perspective of role assignment effectiveness, these negative
role assignments should be removed, although they do not
improve the assignment accuracy.

To illustrate Algorithm 2, consider the example as shown
in Figs. 5a and 5b. According to Algorithm 2, to cover blue1,
blue2, and blue3, first the three baskets in Fig. 5b are divided
into three groups with the first basket in CB, the second
basket in CB;R, and the third basket in CR. Then, the first
basket is included in C1 as it contains blue elements only and
the third basket is included in C2 as it contains red elements
only. Finally, we consider the second basket which contains
blue2 and red1. According to Algorithm 2, it is included in C1

because blue2 will be covered and red1 in the second basket
will be canceled out by the same element in the third basket
which is included in C2. Therefore, the resultant solution of
ðb1; b2; b3Þ is ð1; 1;�1Þ, where the first two elements of 1
correspond to the fact that the first and second baskets are
included in C2 and the third element of �1 corresponds to
the fact that the third basket is included in C2.

5.2 Conservative Partial CRM I

The conservative partial CRM I problem requires no 0-

becoming-1 errors. In the red-blue set cover problem
setting, it can be described as follows:

. Given a collection C of subsets of red-blue elements
fB [ Rg, find two subcollections C1 and C2 such that
ð[C1Þnð[C2Þ maximizes #ðcovered blue elementsÞ,
while no red elements are covered.

Its decision problem has been proven to be NP-complete.

So, a greedy heuristic is proposed and stated in Algorithm 3.
Notice that the first two steps are the same as that for the
partial CRM I problem. After the first two steps, only subsets

in CfB;Rg remain. For each remaining subset c, if its contained
elements are already included in C2, we include it in C1, as it
will not introduce any red element in the final solution.

Algorithm 3. Conservative Partial CRM I
Input: A collection C of subsets of fB [Rg.
Output: Two subcollections C1 and C2.

1: Divide C into fCB; CR; CB;Rg
2: Include CB in C1 and CR in C2

3: for each c 2 CB;R do

4: if c \R 2 CR then

5: Include c in C1.

6: end if

7: end for

5.3 Partial CRM II

The partial CRM II is given a matrix A 2 f0; 1gm�n and a
decomposed matrix B in f�1; 0; 1gm�k, to find the other
decomposed matrix C 2 f0; 1gk�n to minimize the recon-
struction errors. As the � operator has the commutative
property, for convenience we state the partial CRM II as
minimizing kA� C �Bk1. As kA� C �Bk1 ¼

P
iðkAi �

Ci �Bk1Þ, the original problem can be divided into a set
of subproblems with each row of A as the input data.

Therefore, without loss of generality, we consider A as a
Boolean row vector

1 1 0 1ð Þ ¼ b1 b2 b3ð Þ �
1 0 0 �1
0 1 �1 0
1 0 1 1

0
@

1
A: ð5Þ

For ease of explaining our algorithm later, we first look at
an example as shown in (5). The row vector on the left and the
matrix on the right are the input data. fb1; b2; b3g are Boolean
variables to be determined. This partial CRM II problem can
be also viewed as a variant of the red-blue set cover problem.
First, we map columns to red-blue elements. The mapping
policy is the same as what we did for the partial CRM I
problem. The mapping result is as shown in Fig. 6. Now, we
will map each row vector in the concept matrix on the right
side of (5) to a basket of red-blue elements. Notice that each
row vector may contain three different component values
{�1, 0, 1}. The value of 1 corresponds to the set union
operation, while the value of �1 corresponds to the set
different operation. To reflect that, we map each row vector
to a special red-blue element basket in the form of cþnc�,
where both cþ and cþ are red-blue element subsets. Based on
this mapping rule, the row vectors in the example of (5) are
mapped to baskets as illustrated in Fig. 6b, where the symbol
of n denotes the set difference operator. Therefore, the partial
CRM II problem can be described as follows:

. Given a basket set of ffcþ1 nc�1 g; . . . ; fcþk nc�k gg, where
fcþi ; c�i g are red-blue element subsets, select a basket
subset S such that ð[i2Scþi Þnð[i2Sc�i Þ maximizes

#ðcovered blue elementsÞ �#ðcovered red elementsÞ:

For the example of Fig. 6, it is not difficult to see that the

optimal solution is to select the second and third baskets.

The result covers all blue elements without introducing one

red element.
The partial CRM II has been proven to be NP-hard. So,

we propose a greedy heuristic. Its basic idea is to iteratively
select the best remaining basket based on some selection
criterion. We observe that four cases may occur when
including a basket into the solution:

1. new blue elements being covered;
2. new red elements being covered;
3. new blue elements being excluded; and
4. new red elements being excluded.

Obviously, the first and the fourth cases are desired while

the other two cases are disliked. So, our selection criterion is
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based on the function in (6) and the greedy heuristic is

described in Algorithm 4

f2 ¼
#ðNewly Covered BlueÞ þ#ðNewly Excluded RedÞ
#ðNewly Covered RedÞ þ#ðNewly Excluded BlueÞ :

ð6Þ

Algorithm 4. Partial CRM II

Input: A red-blue element basket set of ffcþ1 nc�1 g; . . . ,

fcþk nc�k gg.
Output: A red-blue element basket subset S .

1: Iteratively include the basket with the greatest f2

value into S till the objective value cannot be
improved.

5.4 Conservative Partial CRM II

The conservative partial CRM II does not allow over

assignment errors. It can also be studied in the setting of

the red-blue set cover problem as follows:

. Given a basket set of ffcþ1 nc�1 g; . . . ; fcþk nc�k gg, where
fcþi ; c�i g are red-blue element subsets, select a basket
subset S such that ð[i2Scþi Þnð[i2Sc�i Þ maximizes
#ðcovered blue elementsÞ while no red elements are
covered.

As the objective is to cover as many blue elements as

possible, for simplicity we only consider baskets fcþi nc1
i g

with c1
i � R only. The intuition behind is not to exclude any

blue elements in the final solution. However, if we select all

such baskets, red elements may be included. To eliminate

red elements, we remove troubling baskets in an iterative

fashion. In particular, at each step we delete the basket

which reduces the number of covered red elements the

most. The complete description is provided in Algorithm 5.

Algorithm 5. Conservative Partial CRM II

Input: A red-blue element basket set of ffcþ1 nc�1 g; . . . ,

fcþk nc�k gg.
Output: A red-blue element basket subset S.

1: For each basket fcþi nc�i g, if c�i � R, include it into S.

2: Iteratively remove the basket fcþi nc�i g from S, which
reduces the number of covered elements the most, till

no red elements being covered.

6 EXPERIMENTAL STUDY

In this section, we will conduct experiments to compare

our algorithms with other algorithms including the

Loc&IterX algorithm for the discrete basis problem

proposed by Pauli [20], the FastMiner algorithm for the

conventional role mining problem proposed by Vaidya

et al. [30], the MAC algorithm for multiassignment

clustering for Boolean data proposed by Streich et al.

[27], and singular vector decomposition (SVD) used for

cleaning access control data sets by Molloy et al. [23]. All

experiments are implemented in Matlab and are conducted

on a Dell desktop with a 2.8 GHz dual core processor and

4 GB memory.

6.1 Synthetic Data

A synthetic binary matrix Am�n is generated as follows:
First, generate a random binary matrix Ck�n, such that
each entry has the probability �1 of being 1 and there is
no redundant row vector. Second, generate a random
matrix Bm�k, such that each entry has the probability �2 of
being 1, the probability �3 of being �1, and the probability
1� �2 � �3 of being 0. Let A be B� C. To reflect data
noise in reality, we randomly select � ratio of entries in A
and flip their values. If the resultant A has some zero row
vector, we repeat the whole data generation process till
every row vector in A contains at least one 1’s entry.

Experiment 1. The first experiment is to test the impact of
the initial solution to the performance of the alternating
minimization algorithm. Given A, to discover its original
EBMD solution of B and C, we use three different
initialization strategies for our alternating minimization
heuristic. The first is to randomly generate a binary matrix C
and then use it as the initial solution to feed the algorithm,
which we call EBMDþRand. The second one is running
the FastMiner algorithm to discover roles and using the
discovered roles as the initial solution for C, which we call
EBMDþ Fast. The third one is running the Loc&IterX
algorithm, which is based on association rule mining, to
discover centroids of the given binary matrix A and using
the discovered centroids as the initial solution of C, which
we call EBMDþ Loc.

The synthetic data are generated according to the above
described data generator. The parameter settings are:
m ¼ 100, n ¼ 50, �1 ¼ 0:3, �2 ¼ 0:4, �3 ¼ 0:1, and � ¼ 0. We
generate five binary matrices with the setting of k, ranging
from 4 to 20. We run our alternating minimization heuristic
with the three different initialization strategies on the
synthetic data sets with the assumption that k is known.
We compare different initialization strategies in terms of
their ability in reconstructing the original binary matrix A.
To facilitate the comparison, we used the following error
ratio metric:

kA�A0k1=sizeðAÞ; ð7Þ

where A is the input matrix and A0 is the reconstructed
matrix. The results are plotted in Fig. 7. An instant
observation is that EBMDþ Fast and EBMDþ Loc per-
form much better than EBMDþRand. Therefore, random
initialization is not a good choice, although it is simple.

Experiment 2. The second experiment is to test the effect
of the value of k with respect to the error rate. We use the
same parameter settings as the previous experiment. For
each size of k ranging from 4 to 20, we generate five
matrices. Reported results are the mean value and the
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standard deviation over those five matrices. When running
an algorithm on a binary matrix A100�50, we assumed its real
decomposition size k is known and thus decompose A100�50

into B100�k and Ck�50. The experimental results are reported
in Table 2, where STD stands for standard deviation.

The result shows that our EBMD model performs better
than FastMiner and Loc&IterX with respect to the error
rate. In other words, the EBMD model can better describe the
input data than the BMD model, which effectively validates
the usefulness of our model. Another observation is that
there is no much difference between EBMD and conserva-
tive EBMD in terms of the error rate. Theoretically, as
conservative EBMD carries a constraint that zero elements
cannot become one, regular EBMD should be able to better
reconstruct the same binary matrix than conservative
EBMD. However, in Table 2, for most cases the perfor-
mances of EBMD and conservative EBMD are comparable.
The underlying reason is that both the EBMD algorithm and
the conservative EBMD algorithm are heuristics.

Experiment 3. The third experiment tests the effect of the
noise parameter � with respect to error rate. All parameter
settings are the same as previous experiments, except that
k is fixed to 10 and � varies from 0 to 0.4. For each
configuration, we generated five matrices and reported
results are mean values over these five matrices and their
standard deviations, which help tell the significance of the
difference between mean values. We assumed the value of
k is known and run the FastMiner algorithm and the
Loc&InterX algorithm, respectively, for each generated
matrix. Then, we took their solutions in our EMBD and
conservative EBMD algorithms to obtain EBMD solutions.
The results are reported in Table 3

The first observation is that when there is no noise, the
performance of EBMD is significantly better than that of
FastMiner and Loc&IterX. However, when the noise ratio
increases, the advantage of our EBMD-based algorithms over
FastMiner and Loc&IterX decreases. As Table 3 shows,
when � is greater than 0.2, the performances of the EBMD and
BMD algorithms become comparable. Note that when the
� value increases, the reconstruction error rate increases

accordingly. This is because increased errors disrupt the
internal structure of the binary matrix and therefore more
roles are required to describe the noisy signals.

Experiment 4. The fourth experiment is to compare our
approach with the MAC algorithm, which is presented for
multiassignment clustering for Boolean data in [27]. As the
EBMD product has the commutative property, so without
loss of generality, we assume that the synthetic user-to-
permission assignments A is embedded with exception
constraints. In other words, the RBAC policy to be
implemented consists of regular roles and rich role assign-
ments. We compare our approach with the MAC algorithm
in terms of the ability in recovering the real regular roles
and the ability in reconstructing the original data.

We generate five sets of binary matrices with k ranging
from 4 to 20 while the other parameter settings are the same
as the previous experiments. For each size k, we generate
five matrices. So, all results reported later are mean values.
We apply both our EBMD approach and the MAC
algorithm to discover the roles C and assume that the
number of roles k is known to both approaches. The code
for the MAC algorithm is available at the author’s website.3

Their code needs to set up the number of the maximum
roles a user can take. We use the default value in their code.
In fact, we tried some larger values and the resultant
computing time was too expensive given that the algorithm
itself is already time consuming.

To compare the similarity of discovered roles C0 with
real roles C, we use the following formula to measure the
similarity between two sets of roles:

SðC0; CÞ ¼
Pk

i¼1 maxjSðC0i; CjÞ
k

where C0i and Cj denote the ith role of C0 and the jth role of

C, respectively, and SðC0i; CjÞ computes the similarity

between two roles. The formula of SðC0i; CjÞ is based on

the Jaccard similarly coefficient [28] and is presented as the

following: SðC0i; CjÞ ¼
#ðtjC0iðtÞ¼1 && CjðtÞ¼1Þ
#ðtjC0iðtÞ¼1 k CjðtÞ¼1Þ . The results are
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TABLE 2
Error Ratio w.r.t Role Number for Synthetic Data

TABLE 3
Error Ratio w.r.t Noise for Synthetic Data

3. http://www.inf.ethz.ch/personal/astreich/index.html.



reported in Table 4. The observation is that when k is 4, the

performances of our EBMD approach and MAC are

comparable, while when k is a large number, our EBMD

approach performs significantly better than MAC.
We also compare our algorithm with MAC with respect

to the error rate metric of (7). The results are reported in
Table 5. We observe that when k increases, the advantage of
our approach over the MAC becomes more evident.
However, when k is a small number, the performance of
our approach and the MAC is comparable. One possible
explanation is that when the k is small, the internal
structure of the data set is simple and hence a complex
data description model has no advantage. Note that while
the results of our approach are better in terms of quality as
compared to the MAC approach, this comparison may not
be completely unbiased, since the solution domain for MAC
is different than EBMD, as well as the way in which the data
are generated. However, theoretically, our EBMD model
should always better describe a binary data set than the
MAC model, since it is more general (i.e., it can also employ
negative authorizations), and therefore has more descrip-
tive power. Of course, in practice the security administrator
would have to separately judge whether the negative
authorizations returned by our model correctly reflect the
underlying access control policy based on the semantics of
the data set.

Experiment 5. The fifth experiment is to test the
robustness of our alternating minimization heuristic by
comparing it with some prior data clearing technique for
access control data studied in [23]. According to [23], the
singular value decomposition approximation has good
performance in cleaning data noise. The experimental
setting is as follows: We generate five binary matrices A
according to the above-described data generation proce-
dures with k ranging from 4 to 12 and add noise by
randomly flipping 10 percent of their entries. To test the
robustness of our approach, the EBMDþ Fast algorithm is
employed to decompose the noisy binary matrix and then
reconstruct the original binary matrix with the decomposed
EBMD solution. Then, the same procedure is performed
once again, while this time the noisy binary matrix is
replaced with its rank k approximation matrix obtained
through singular value decomposition. Note that a rank-k
SVD approximation does not necessarily reconstruct the
original binary matrix, as the EBMD rank is not equal to
the real rank. There has been some study with respect to the
relations of the BMD rank and the real rank in [24]. They
showed that the BMD rank could be much larger than the

real rank. As the BMD product is a special case of the EBMD
product, so the EBMD rank could be much larger than the
real rank as well. We use the same error rate metric as in (7).
Experimental results are recorded in Table 6. We observe
that the results on the noisy data and the cleaned data are
comparable. This shows that our alternating minimization
approach is robust to noise.

Experiment 6. The sixth experiment studies the scalability
of our algorithms. We consider the representative EBMDþ
Fast algorithm. Five binary matrices are generated. We let
m and n be equal and vary them from 100 to 1,600. So, the
data size varies from 10,000 to 2,560,000. k varies from 20 to
320. The other parameter settings are the same as the first
experiment. The results are reported in Fig. 8. We observe
that the computing time grows almost linearly with the size
of the matrix. However, the algorithm takes about 11 hours
to analyze a matrix of size 1;600� 1;600, while in reality the
data size could be much larger. Parallelization should help
with this, as should the use of techniques recently
developed to make role engineering more scalable[31].

6.2 Real Data

Three real data sets HealthCare, Fire1 and apj are studied.
All of them are collected by Ene et al. [8]. HealthCare is
46� 46 and Fire1 is 365� 709. The total permission
assignments in HealthCare are 1,486. The total permission
assignments in Fire1 are 31,951. apj is 2;044� 1;164. The
total permission assignments are 6,841.

Consider HealthCare first. We ran the FastMiner algo-
rithm and the Loc&IterX algorithm by varying the number
of roles from 2 to 14, and obtain their solutions. Then, we take
those solutions as the starting solutions for our EBMD and
conservative EBMD algorithms. Their assignment errors are
reported in Tables 7 and 8. TheHealthCare results in Table 7
show that the performance ofFastMiner is better than that of
the Loc&IterX algorithm. So, we only looked at FastMiner,
EBMDþ Fast, and ConservativeEBMDþ Fast. It turned
out that their reconstruction errors are the same. We took a
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TABLE 4
Comparison with MAC w.r.t Role Similarity

TABLE 5
Comparison with MAC w.r.t Error Rate

TABLE 6
Robustness of Alternating Minimization Heuristic

Fig. 8. Computing time.

TABLE 7
Reconstruction Error Comparison for HealthCare



further look at their respective decomposed matrices. They
are also the same. This implies that the HealthCare data set
does not really require negative assignments.

For Fire1, we vary the role number from 5 to 35. The
results are reported in Table 8. Again the performance of
the Loc&InterX algorithm is not as good as other
approaches. Let us look at FastMiner, EBMDþ Fast,
and ConservativeEBMDþ Fast. Reconstruction errors of
EBMDþ Fast and ConservativeEBMDþ Fast are less
than those of FastMiner. In other words, negative assign-
ments are utilized in both cases to reduce reconstruction
errors. When the role number is five, reconstruction errors
are around 2,000, which is a large number of errors as
opposed to the total permission assignments of 31,951. So,
the EBMD solution with the role number of five are not
very useful or convincible. However, when the role number
is 35, errors have been reduced to less than 100, which is
negligible as opposed to 31,951. We check the EBMDþ
Fast and ConservativeEBMDþ Fast solutions with the
role number of 35. In both of which, negative assignments
are utilized. There is a high potential that such those two
EBMD solutions suggest some underlying data rules and
deserve some further examination. Unfortunately, the
Fire1 data set contains only the user-to-permission assign-
ments without business information on permissions and
users, so we are not able to make further examination. But
this real example demonstrates the usage of the EBMD
model in discovering roles and SoD or exception con-
straints in a role mining process.

Finally, we study apj and vary the role number from 100
to 400. The results are reported in Table 9. It again confirms
the conclusion that the EBMD model can better describe the
binary data set than the BMD model since it has less
reconstruction errors.

7 RELATED WORK

One of the major challenges in implementing RBAC is to
define a complete and correct set of roles, known as role
engineering [7], which has been identified as one of the
costliest components in realizing RBAC [12]. There have
been several attempts to propose good bottom-up techni-
ques to finding roles. Kuhlmann et al. [16] present a
clustering technique similar to the well known k-means
clustering, which requires predefining the number of
clusters. In [26], Schlegelmilch and Steffens propose an
agglomerative clustering-based approach to role mining
(called ORCA). Vaidya et al. [30] propose an approach
based on subset enumeration, called RoleMiner. Molloy
et al. [23] propose to clean noisy data before executing role
mining. Streich et al. [27] present a multiassignment

clustering approach for Boolean data. It is a probabilistic
approach and can be applied to the role mining problem.
Some role mining approaches like [6], [11] suggest to
discover roles by taking into account of available business
information on permissions and users.

Several criteria or metrics have been used to evaluate the
goodness of a candidate role set in the literature. In [30],
Vaidya et al. suggest three criteria. The first one is known as
the basic role mining problem, which is to minimize the
number of roles required to cover the whole existing
permission assignments. The second one relaxes the first
one by allowing certain amount of errors. The third one is
given the number of roles to minimize the number of roles.
In [30], Vaidya et al. introduce another criteria, which is to
minimize the administrative cost of the resultant RBAC
system. In [21], Molloy et al. propose a notion called
weighted structural complexity that combines some of the
above metrics and assigns them some weights. In [17], Lu
et al. even formulate some role mining variants through
mixed integer program, which greatly simplifies the role
mining work. Several works including [10], [30], and [17]
allow errors in the role mining solutions. In those works,
different error types, overassignments and underassign-
ments are treated equally. Some recent works such as [22]
point out that it is safer to under assign permissions than
over assign permissions.

The BMD problem originally comes from the discrete
database problem [24]. The tilling database problem [13]
can be formulated as the BMD problem as well. Vaidya
et al. [29] proves the equivalence of the RMP, the discrete
database problem, and the tiling database problem. One-
dimensional BMD is studied by Lu et al. in [19]. In [18], we
have first presented the “Extended Boolean Matrix Decom-
position” to solve the text mining problem. In this paper, we
have extended this work to address the novel problem of
constraint-aware role mining.

8 CONCLUSIONS

In this paper, we proposed and studied a novel problem,
constraint-aware role mining, which takes the awareness of
constraints into account in the role mining process. To deal
with the constraint-aware role mining problem, we intro-
duced a new model, EBMD. It extends the concept of BMD
by allowing negative elements in one of the decomposed
matrices. A good EBMD decomposition solution can
discover a set of roles, which well constitutes the original
permission assignments and also reveals embedded SoD or
exception constraints to better meet the business needs of an
organization. Complexity of the EBMD problem and its
subproblems is carefully studied and efficient and effective
algorithms are proposed for them. Experimental results
validate the effectiveness of our approach.
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TABLE 8
Reconstruction Errors w.r.t Role Number for Fire1

TABLE 9
Reconstruction Errors w.r.t Role Number for apj
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