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Abstract—Scientific applications are turning to GPUs to an-
alyze and produce data due to advances in AI technologies.
However, getting data to the GPU from storage is a challenge.
Although technologies such as NVIDIA GDS and NIXL exist,
limited research has been conducted on the actual benefits and
trade-offs of these technologies. Our motivation is to explore the
benefits and trade-offs of using GDS and the NIXL library by
running benchmarking experiments.

I. EXTENDED ABSTRACT

Traditional data paths from GPU to storage systems require
the CPU and system memory to act as a bridge between them.
This limits I/O scalability to the number CPU cores, causes
memory pressure, and increases CPU utilization. Recent ad-
vancements, such as NVIDIA GDS [1] and NIXL [2], have
allowed certain types of storage, mainly NVMe SSDs, to be
accessed directly by the GPU.

NVIDIA GDS Fig.1 is a technology allowing direct data
path from GPU to the storage system by avoiding the bounce
buffer of CPU. This leads to lower CPU utilization and latency,
and boosts the system I/O bandwidth. NIXL Fig.2 is a library
for accelerating point-to-point communication in Al inference
frameworks and integrates the GDS as a backend plugin.
Its provides an abstraction over multiple memory, local and
networked storage types. Currently, NIXL has been integrated
into most popular inference engines such as Dynamo [3],
SGLang [4], and VLLM [5]. Having new insights into how the
use of these technologies may improve performance metrics.
We conduct experiments across various input and I/O sizes to
provide performance statistics.

II. GPUDIRECT STORAGE AND NIXL LIBRARY
A. GPUDirect Storage

Traditionally, GPU-enabled applications need to rely on
the CPU for data transfer between the GPU and storage. As
shown in Fig.1 a), it needs to take three steps to move data
from storage to GPU (or from GPU to storage): 1) Data is
loaded from storage into host memory of CPU 2) Data is
copied from system memory to GPU memory 3) GPU access
data locally. Meanwhile, in Fig.1 b) it only requires two
steps to load data from storage to GPU 1) GPU requests the
read call via its cuFileRead API 2) Storage device directly
transfers the GPU memory

NVIDIA GDS establishes a zero-copy architecture where
kernel drivers play a central role in address translation, direct
memory mapping, and I/O transfer orchestration. At the user
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Fig. 1: Data movement w/o and w/ GPUDirect Storage
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Fig. 2: NIXL’s Architecture

level, the cuFile API call is handled by the libcufile.so library,
which translates it into IOCTL commands and forwards them
to the nvidia-fs.ko kernel module. It interfaces with the under-
lying file system and storage drivers. The kernel module then
sets up a DMA callback to the storage driver and provides it
with a GPU virtual address, previously mapped and translated
to a physical GPU memory address. This allows GDS to
initiate a direct DMA transfer from storage to GPU memory,
fully bypassing the CPU host memory.

To achieve DMA, GDS leverages the GPU’s Base Address
Register (BAR) to expose GPU buffers to storage devices. In
cases GDS paths are unavailable or conflicts exist, the system
falls back to standard POSIX I/O calls to ensure compatibility.

B. NIXL: NVIDIA Inference Xfer Library

NIXL is a data transfer library aiming to accelerate point-
to-point communications in modern Al inference frameworks
like Dynamo [3], which is mainly used to efficiently transfer
the KV cache data between prefill and decode instances when
running disaggregated inference workloads. It uses GDS as an
optional backend to accelerate data access.

III. BENCHMARK GDS AND NIXL
A. Environment Setup

Experiments were conducted on Chameleon cloud [6] using
compute-liquid. The node has an AMD EPYC 7763 64-
core CPU with 256GB of DDR4 RAM, one NVIDIA A100-
PClIe-40GB GPU. It has a local NVMe SSD with ext4. We
deployed GDS on Ubuntu 24.04, CUDA 12.9 with NVIDIA
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Fig. 3: GDSIO: Write/Read Performance with GPU_BATCH
over various IO sizes and difference batches
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Fig. 4: GDSIO: Write/Read Performance with different data
transfer types over various IO sizes

driver open kernel, and nvidia-fs 2.25 kernel. We benchmark
GDS using gdsio v0.4.1 . For NIXL, we use nixlbench. The
Data transfer type evaluated with gdsio includes: CPU_GPU:
Data is read into system memory, then copied to GPU
with cudaMemcpy. GPU_DIRECT: Synchronously transfer
data between storage and GPU, bypassing CPU and DRAM.
GPU_DIRECT_ASYNC: Like GPU_DIRECT, but the trans-
fer is asynchronous, allowing overlap between I/O and GPU
computation. GPU_BATCH: Like GPU_DIRECT, but batches
multiple I/O requests to GPU synchronously in a single batch.
GPU_BATCH_STREAM: Like GPU_BATCH but batches
async I/O requests using CUDA streams. Due to space, we
omit the NIXL results in this abstract. More results in the
poster.

B. Results Analysis: Write/Read BW Running with GDSIO

Impact of different batch sizes: Batching small I/O ops into a
larger one is a common optimization in I/O systems to reduce
the number of I/O requests. However, from Figure 3, it can
be seen that batch size does not impact performance for GDS.
This is because GDS does not truly implement batching, and
submits each request in the batch individually. The intuition
was likely to reduce the number of ioctl calls.

Write/Read bandwidth with different transfer types: To
assess the benefits of modern GPUDirect Storage (GDS)
path against the traditional, CPU-centric methods, we use
NVIDIA’s gdsio benchmark. This experiment demonstrates
the impact of different data transfer approaches on read/write
performance across a range of I/O sizes. Fig.4 shows that
the write/read performance increases with 10 sizes for all
the transfer types as expected. For writes, (1) GPU_DIRECT

and CPU_GPU perform almost the same with small 10
sizes (<128K), while CPU_GPU performs much better than
others for large 10 sizes. This is due to the GPU page size
being 64KB. When requests> 128KB do not align perfectly
in memory, it can cause several additional P2P DMA re-
quests to be created, which increases the number of small
I/O operations to the NVMe compared to CPU_GPU. (2)
GPU_DIRECT performs better than GPU_BATCH for small
IO sizes(<=128K), and they have almost same performance
when IO size > 1M. This is because batches eventually
submit each I/O request individually. While batching could
reduce the number of ioctl calls, the benefit is canceled
out due to the overhead of allocating, packing, and copy-
ing the batch to the kernel in the single ioctl call. (3)
GPU_DIRECT_ASYNC and GPU_BATCH_STREAM per-
form the same across different IO sizes, and they have the
worst performance among all the transfer types. They perform
the same because GPU_BATCH_STREAM is implemented on
top of GPU_DIRECT_ASYNC internally. Performance loss
is because async operations generate interrupt requests per
operation that result in significant overhead due to context
switching for workloads that have many small I/O operations.
As the 1/O size increases, the overhead reduces because there
are fewer I/O requests. For read operations, GPU_DIRECT
performs best among all the transfer methods. This is because
the write case must also modify filesystem metadata (e.g.,
allocating inodes), while reads can use cached metadata.

IV. CONCLUSION

This study explores the benefits and tradeoffs of GPUDirect
storage technologies. Initial results demonstrate that
GPUDirect doesn’t always perform better than the traditional
CPU_GPU path. Its performance is sensitive and can be
impacted by many factors, including kernel overheads,
page sizes, PCle topology, NVMe device performance, and
NUMA. In future work, we will further investigate workloads
that can benefit from GDS.
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